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Context

WP 8 Architecture and Implementation of the Trend Analyser

Task 8.1 Analysis of the data available for the conception of a flexible data and text
mining tool

Task 8.2 Selection and evaluation of appropriate text and data mining tools

Task 8.3 Concept and user interface design for trend analyser

Dependencies | This deliverable sketches the solution design for the Trend Analyser and
reviews tools and method for realising it. It has dependencies to the
requirements analysis in WP2, ontology engineering (WP 3, 5), the Smart
Profiler (WP 4), the Virtual Interior Designer (WP 6), and the Back Office
Ordering System (WP 7), referred to as the Aslsknown data warehouse.
This report is a reference document for the Trend Analyser implementation.

Remarks Task 8.3 (concept and user interface design for trend analyser) has been
started earlier than originally planned (starting date planned in DoW: PM9;
end date: PM13). The reasons are

to be able to provide the application partners with an early and
verifyable concept of the Trend Analyser,

to have a proactive and complementary approach for analysing data
available, i.e. to make recommendations and derive requirements for
data that should be provided to the Aslsknown system in order to
accomplish the application partners’ requirements, and

to analyse the effects of the Trend Analyser on the overall concept
and architecture of the Aslsknown system more precisely.

Consequently, a first draft of the user interface design, interaction concept,
and architecture is also subject of this deliverable.

Contributors: Reviewers:

Jessica Huster (FIT) Tobias Valtinat (RWTH)
Andreas Becks (FIT) Kiril Simov (IPP-BAS)
Kiril Simov (IPP-BAS)
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Executive Summary

In this deliverable we report on the solution design for the Trend Analyser. We present a
mock-up of the main system components, i.e. (1) the colour and material filter which helps
designers and marketing experts of the producers to analyse specific material concepts or
large sets of images from trend-related magazines, and (2) the association miner that helps
expert users to perform a systematic market basket analysis of data from the AslsKnown
data warehouse. The solution design is based on (a) an analysis of data available for trend
assessment as well as a recommendation for providing further data and (b) on a careful
review of methods and tools that are suitable for realising the required functionality. For the
latter it turns out that a suitable collection of methods and tools is available in the AslsKknown
consortium that can be integrated within an ontology-based knowledge flow system which
builds upon existing standards. We finally point out that the chosen design of the Trend
Analyser meets the scientific and technological objectives of Aslsknown and show that the
solution design is inline with the system requirements according to the requirements and
functional specification. Finally, we give a basic outline of the implementation plan for the first
prototype of the Trend Analyser.
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1 Introduction

Trend-related industries like the European home-textile industry face a severe economic risk:
While preferences and consuming behaviour of consumers do change very quickly,
producers have to flexibly adjust their complex production program to these trends. If
producers misinterpret or even overlook trends, their production planning will be faulty and as
a consequence non-marketable products will stick to the stocks while on the other hand
existing market potentials cannot be leveraged.

The Trend Analyser of the Aslsknown system is an expert module that analyses ordered
products, consumer behaviour and further trend indicators in the home textile industry and
helps the industry to detect current and future trends. Therefore, it enables producers in
trend-related industries to quickly bring products to the market which match actual trend-
lines.

This deliverable presents the overall design of the Aslsknown Trend Analyser. This
document was originally planned to only report on the analysis of the data available for the
conception of a flexible data and text mining tool (task 8.1) as well as the selection and
evaluation of appropriate text and data mining tools (task 8.2) according to the description of
work. In addition to that, we will also report on a first draft of the user interface design, an
interaction concept, and a basic outline of the system architecture. The reasons for this
approach are

to be able to provide the application partners with an early and verifiable tool and
application concept of the Trend Analyser,

to have a proactive and complementary approach for analysing data available, i.e. to
make recommendations and derive requirements for data that should be provided to
the AsiskKnown system in order to accomplish the application partners’ requirements,
and

to analyse the effects of the Trend Analyser on the overall concept and architecture of
the Aslsknown system more precisely.

1.1 Concept Review

During requirement analysis, Aslsknown'’s vision of the Trend Analyser has been developed,
stating that the tool is expected to “increase the correctness of trend forecast” [1]. The first
view of the Trend Analyser components as sketched in [2] is depicted in Figure 1.

Based on the vision, use cases and requirements elicited in the requirements analysis phase
(see documents [1], [2]), Fraunhofer-FIT has developed first solution ideas as paper mock-
ups for the core components and performed an early concept review workshop with the
carpeting producer Vorwerk in order to review the solution ideas with a group of designers,
product managers and marketing specialists.

As a major outcome, the overall solution design could be validated, some levels of detalil
could be added (in particular with respect to interaction requirements, result distribution, and
a list of issues to be tackled by the combination analysis). Moreover, a re-organisation of the
envisioned system components could be performed, leading to the consolidated vision of the
Trend Analyser which is summarised in the next section.

While the remainder of this document deals with the new, consolidated vision of the Trend
Analyser, this section presents the two major changes of the original vision.
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Figure 1: First view of the Trend Analyser's compon ents

First, in the early phase of the requirements analysis the idea came up to include a
component for validating trend ideas in the AslsKnown system. This component would
present early trend ideas of the producers to the consumer using the virtual interior designer.
Feedback would be collected and consolidated by the Trend Analyser. During the concept
review workshop it turned out that the point of sales is not the right place for such a
feedback. The reason is that a product has to be almost complete for a presentation to
customers since they can hardly imagine how rooms would look like given a rather vaguely
described design idea. However, given an almost complete product, it is too late for any
production changes. Moreover, competitors would also have access to these ideas. Thus the
recommendation was to skip the idea.

Second, a recent design decision for the Aslsknown system is to consolidate ordering data
and user tracking (click) data in one (virtual) data warehouse, giving all relevant system
components a single point of data access (Figure 2).

—

Figure 2: The Aslsknown data warehouse

1.2 Consolidated Vision of the Trend Analyser

As a result of the concept review, the following revised and consolidated vision of the Trend
Analyser is the guideline to the further development: Having access to various trend-relevant
data sources like

a. (digitalised) trend books, fashion and trend magazines,

b. (aggregated) ordering data from all producers, data from the virtual interior
designer on products and combinations tried out by consumers or architects,

the Trend Analyser should address some major shortcomings of the current way to assess
trends, i.e. the Trend Analyser should be able

a. to enable a systematic evaluation of colour families and material groups which
appear in text or images in trend books or fashion and trend magazines, and
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b.

to enable market basket analysis on sales and product data of the entire industry
and to analyse product combinations that consumers or designers like to try out
before they buy.

The required functionality of the Trend Analyser thus falls into two categories (Figure 3)*:

a.

A colour and material filter that helps users to analyse the frequencies of
colours, colour families, or material types from magazines and trend books and
assess the development of colour and material statistics over time. For this
component the overall question is: What kinds of materials, colours, surface
structures, designers, or architects can be found in the magazines? How does the
frequency of their appearance develop over time? Particularly important is to

o0 look for concepts like colour, material, structure or design of surface,

0 recognise names of architects, designers, etc. as they appear in the
magazines (e.g. by detecting patterns like ,the designer XY*),

0 recognise new terms describing colours or surface structures,

o0 dominant colours in magazines or articles and their development over time,
e.g. magazine X, volume 1/2006: 1 x pink; magazine X, volume 2/2006: 3 X
pink.

Functionalities of association mining that help to analyse AslsKnown’s data
warehouse for frequent combinations of materials and colours as well as product
combinations that consumers or designers like to try out. This combination
analysis of ordering and click data refers to different aspects of a market basket
analysis, addressing questions like

0 What type of customer buys what?
0 What kinds of products are bought together?
o0 What combinations of products of different price ranges exist?

N\
D/

Figure 3: Components of the Trend Analyser —revise  d view

! with respect to the service definition in the requirements specification document [2], pages 41/42, the colour and material filter
refers to component 1 while “association mining” is summarised from components 2 and 4 which perform a combination
analysis based on ordering and tracking data. Since all the relevant data will be stored in the AslsKknown data warehouse and
from a methodical perspective both tasks are similar, they have been combined in the new component.
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2 Solution Design

This chapter describes the design of the Trend Analyser user interface and its functionalities
for trend identification from a user’s point of view. The Trend Analyser is a single-point-of-
access for analysing trend-relevant data sources, i.e.

digitalised trend books as well as digitalised fashion and trend magazines, referred to
as “magazines” in the following,

ordering data and user tracking data from the virtual interior designer stored in the
data warehouse.

The trend analysis tools of the Trend Analyser are accessible via the Trend Analyser portal
which combines two components for analysing trend-relevant data (see Figure 4):

The colour and material filter supports the task of analysing magazines. Here,
according to their working context, designers and marketing experts of the producers
can analyse the colouring of large sets of images or search for specific material
concepts within the magazines’ texts.

The association miner helps to perform a systematic market basket analysis, giving
the user a good deal of freedom for exploring and specifying interesting attributes to
analyse.

The portal will give role-based access to several classes of users:

The administrator will have access to the portal for maintaining and updating all
data sources.

r

The expert user of the trusted 3 ™ party will perform market basket analyses of the
data stored in the data warehouse. Furthermore, he will have functionalities for
uploading and categorising magazines.

The experts of the producers (designers, marketing staff) can gain access from the
trusted 3™ party to perform an individual analysis of magazines with the colour and
material filter. They have at their disposal an interactive user interface (UI) to perform
individual ad-hoc analyses.

The following sections describe each component in more detail, concentrating on the novel
trend-analysis functionality. Administrative issues (like user management or data handling)
are not subject of discussion.
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A Trend Analyser

[ |
Fraunhofer
A
Inf

Color and Material Filter T Association Miner W

Magazines

- strawberry
floor ine pigeon floor .p|nk
untreated P - pine
- blue untreated

pistachio
light green -

tinted glass

panels terracotta pa
applications brick - terracotta brick - glass) - i
fé
I

brick --small slot-together
slot-together green-tinted

o
- B * blue (icon) -Je

world sloping
ine

pppppp “ Time

Figure 4: Trend Analyser portal

2.1 Colour and Material Filter

The colour and material filter supports the task of analysing magazines. It is designed for
both, expert users of the trusted 3" party as well as for expert users of the producers
(designers, marketing staff).

r

The expert user of the trusted 3 ™ party will obtain functionalities to provide digitalised
magazines. He segments the magazines into individual articles and figures (images). He will
have the opportunity to define additional metadata, such as magazine title, category, target
audience, volume and year. The trusted third party will make magazines relevant to the
industrial branch available for the Trend Analyser as soon as they are released.

An expert user of a producing company  then can use the interactive Ul of the colour and
material filter to perform ad-hoc analyses of magazines, i.e. to analyse the development of
colours, materials, or other trend-relevant concepts in different groups of publications. The
remainder of this section deals with the solution design of the required functionality.

2.1.1 Defining the Scope of Magazine Analysis

Starting the colour and material filter, the first thing to do for the expert user is to set up an
analysis matrix (Figure 5). The analysis matrix defines the groups of magazines or articles
and the period and aggregation level of time for which trend-relevant concepts (text or image
items) in the magazines shall be analysed. This is done in three steps:

1. Define groups of magazines to be analysed: Depending on her current task and
the target group she wants to address, the expert user selects specific magazines or
articles to analyse. Therefore, she clicks on the “magazine” button which leads to a
dialogue for defining groups of magazines or selecting individual articles. Each
magazine group she defines will correspond to one row in the analysis matrix.
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2. Define period and aggregation level of time: Depending on her current task the
expert user specifies the period of time to be considered (start and end date) and the
aggregation level of the time axis of the analysis matrix (e.g. monthly, quarterly, or
yearly). Therefore, she clicks on the “time” button which leads to a dialogue where
time parameters can be defined. As an effect, only magazines from the specified
period will be considered for analysis. The grouping of analysis results in the columns
of the matrix will be done according to the aggregation level.

3. Define contents of the matrix cells:  Finally, the expert user defines which kind of
analysis shall be done on what type of trend-relevant concept. There are two kinds of
analyses (image analysis and text analysis) and two modes of analyses (getting an
overview or analysing only specified trend-related concepts). Table 1 summarises the
options for content definition of the analysis matrix. A click on the button “content of
cell” leads to a corresponding dialogue.

Magazines |

A—

e 2

Frame

Abitare Content of Cell

My Home is
my Castle

2003 2004 2005 2006 m

Figure 5: Colour and material filter — definition o f analysis matrix

Table 1: Colour and material filter — content defin ition of analysis matrix

Image Analysis Text Analysis
Histograms of complete colour Term context stars for all trend- Overview
spectrum relevant concepts of the ontology

Histograms of all tonal values
(brightness, contrasts)

Histogram of given colour palette Term context stars for selected Zoom into
trend-relevant concepts of the Details
ontology (e.g. certain architects,
specific colours, materials)
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2.1.2 Concept of Text Analysis

Given a set of target concepts the expert user has selected from the ontology, the Trend
Analyser will compute a set of term context stars, one for each concept in each cell of the
analysis matrix.

A term context star (cf. Figure 6) is a graphical representation of a concept and terms that
appear in the context of this concept in the considered magazines.

The context is determined by grammatical rules and refers to adjectives, nouns or
other components of phrases surrounding the concept. Whereas the concepts are
given, contextual terms are automatically extracted from the magazines’ articles by
applying the grammatical rules. In the following, these contextual terms are called
attributes of the concept.

Term context stars are computed for each cell of the analysis matrix, i.e. the
considered magazine articles are defined by a group of magazines and a period of
time.

In the graphical representation the concept itself appears in the center of the term
context star. Attributes of the concept surround the concept in form of bubbles. The
relative size of each attribute bubble corresponds to the number of times that attribute
appears with the considered concept.

The size of term context stars themselves is relative to the number of articles in the
considered magazines (defined for the corresponding cell in the analysis matrix) in
which the concept appears.

Figure 6 gives an example of a collection of seven term context stars: Assume that in the
considered magazines the Trend Analyser has analysed the context of the concepts “blue”,
“pink”, “green” , “floor”, “wood”, “glass”, and “pine” (as given by the user). In the considered
magazines, the concept “blue” frequently appears in the contexts “baby blue” and “Blue One”
(a trade name), a bit less frequent as “light blue” and still some times as “blue world” or
“pigeon blue”. Looking at all concepts, “floor” did occur most frequently, followed by “blue”,

while there are still some occurrences of “pine”, “pink”, and “green”.

Given a visualisation of term context stars in the Trend Analyser, the expert user can click on
concepts or attributes to show all the articles in the considered magazines that contain the
respective concept and attributes (highlighted in the articles).
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click: show

documents and
highlight
concepts so that
document
context can be
read

Figure 6: Term context stars for concepts

The overall result of the analysis is shown in the analysis matrix in an overview mode.
Clicking on a cell of the analysis matrix will give the user a detailed view of the cell content.
Figure 7 gives an example of a possible overall result. It shows, for instance, that “terracotta
bricks” started up in 2003 in the “Abitare” magazine (which in fact is a product catalogue),

became more and more popular until 2005 — and disappeared the year after.

Magazines

A
floor — g .
Frame untreated —— pine . e
— - pistachio
\—lﬂf' g ——tinted glass
Abitare
My Home is click: zoom
my Castle into detailed
view
2003 2004 2005 2006

Figure 7: Analysis matrix with term context stars

d
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2.1.3 Concept of Image Analysis

Similar to text analysis, collections of images can be analysed with respect to their colour
distributions. Therefore, the Trend Analyser will compute a term histogram for the images of
the considered magazines as defined by the respective cell of the analysis matrix.

Figure 8 shows an image example along with two different visualisations of corresponding
histograms: The 3D histogram visualises the colour distribution of the image as bubbles in a
RGB-cube. The size of each colour bubble is relative to the number of pixels of that particular
colour. The 2D visualisation shows a classical 2D histogram over a spectrum of colours.

Figure 8: 3D and 2D colour histograms of an image

The overall result of the analysis is shown in the analysis matrix in an overview mode so that
the development of colour usage over time can be inspected by the user (Figure 9).

Magazines

A

click: zoom
into detailed
view

> Time

Figure 9: Analysis matrix with colour histograms
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2.2 Association Miner

The association miner helps to perform a systematic market basket analysis and is designed
for expert users of the trusted 3" party.

The expert user of the trusted 3 ™ party can use the interactive interface of the association
miner to explore and specify interesting attributes for the analysis. The visual display of the
data as well as the flexible interaction possibilities support the user in detecting relevant
association relationships between attributes and find answers to questions such as:

“Which type of customer buys what?”
“What kind of products are bought together”
“What are customers looking at before they decide to buy a certain product?”

By using the association miner of the Trend Analyser the expert user has central access to
the data stored in the AslsKnown data warehouse. These data includes click data as well as
the ordering data. The click data is logged from the Virtual Interior Designer VID [1] at the
point of sales and contains information on product combinations tried out by the customer.
The ordering data includes data related to the order a customer makes at the point of sales.
The remainder of this section deals with the solution design of the association miner.

2.2.1 Import of Data

Before starting any analysis the user has to load the relevant data. Therefore, he selects
those attributes from the data in the warehouse where he would like to look for associations.

The data warehouse stores all relevant data in several data tables. By selecting attributes of
interest the expert user generates one target table containing all interesting attributes for
analysis (see Figure 10). This table is then loaded into the association mining tool.

w % Expert User -
— = —
= = — Import of selected
/ attributes
\ — Table with Data
for Analysis
Data Warehouse y

Figure 10: Process of data selection

2.2.2 Visualisation Tool
The association mining tool of the Trend Analyser presents the selected attributes in form of

a table similar to tables in relational data bases. Attributes such as order number, product
category as well as further properties of a product are presented in rows.
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The values of each attribute e.g. 10527, ‘sofa’ or ‘red’ are listed in the columns. Figure 11
shows sample ordering data of the retail sales in the association miner.

Figure 11: View on relevant attributes in associat  ion miner

To derive a set of correlations that serve as answers to the questions, the association mining
tool provides flexible interaction:

The association mining tool allows different visualised views on the data to gain an
overview, to detect dependencies, or to go into detail and focus on certain attribute
values.

The association mining tool allows defining different functions  over attributes. The
expert may for example compute the sum or determine the average of all values of
one specific attribute.

The expert can gain an overview on the attributes and their value distribution by using the so
called “compressed view” of the tool. This view causes that adjacent cells with the same
value are combined. The width of each cell indicates the number of objects with this specific
value. Cells with numeric values, too small to be labelled with the related value, are
represented through a horizontal line. The level of that line reflects the height of the value.
Figure 12 represents a compressed view on sample ordering data. At a glance one can see
that three shipping companies deliver the products (see row “shipping company name”). The
row “country” shows that each of these companies deliver to customers in Germany as well
as to customers in the USA. In that way the expert may detect interesting
attributes/correlations which are worth looking at in detail.

Example for Detecting Associations

Suppose the expert would like to find out which two product categories are combined most
frequently in one order. He first defines a function to determine the number of product
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categories in one order. Since he is interested in the combination of two product categories,
he focuses on orders where products of two categories are combined. He double clicks on
the value “2” in the row which shows the number of categories in one order (the function
defined before). In that way all orders are selected where products from two different
categories are combined. Visually the selected part grows until this cell fits the width of the
screen. At the same time the value distributions of the other attributes adapt visually to that
selection. As a next step the expert wants to know in how many orders two product
categories are combined, therefore she introduces a new function. Sorting of the values
according to this new function, shows the result as shown in Figure 13: Dairy products and
beverages are bought together most frequently in one order.

The tool offers some functionality to perform statistical tests such as computing the
correlation? so that users can verify their visual impression of attribute combinations. After
detecting such an association the expert will still have to verify that this association
represents a meaningful causal relationship, since associations do not imply causation.

Figure 12: Compressed view on relevant data

% The correlation is a ratio indicating if the attributes participating in the association are positively or negatively correlated. This
number has not to be mistaken for the well known correlation factor. Section 3.3.2 describes how to compute and interpreted
the correlation.
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Figure 13: Dairy products and beverages are often b ought together

2.3 Delivering Results

The analysis results are used within the AslsKnown system as well as directly by the
producers. Table 2 shows which analysis results are used by whom.

Deliver | Smart Profiler | Producer
Results tq
Analysis
Results from
Colour and Interface
Material Filter x
Association Rules List of
Miner Correlations
and Statistical
Data

Table 2: Delivery of analysis results

Colour and Material Filter

The analysis results from colour and material filter (text and image analysis) are only used by
the producers. As each producer has his own market and hence uses fashion magazines
from his sector (also related to a special target group he wants to address) each producer
has its own working context and his own analysis questions. Therefore the results are not
meant to be used by the whole industry sector or for further use of the AslsKknown system.

Association Mining

The detected associations are used in two ways. On the one hand, the associations are
formulated as rules and presented to the Smart Profiler (see appendix for sample association
rules). On the other hand the associations are forwarded to the producers.
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For the use within the AslsKnown system the Trend Analyser expert formulates the identified
associations as association rules (see 3.3.2) into the rule editor of the Smart Profiler.
Therefore the Smart Profiler integrates an appropriate rule editor. The Smart Profiler uses
information about trends to identify relations between user profiles and products. Based on
this knowledge, the Smart Profiler makes individual product suggestions to the customer via
the Virtual Interior Designer at the point of sales.

Trend changes identified through the Trend Analyser initiate an update of the user profiles
stored at the Smart Profiler and subsequently change the behaviour at the point of sales. For
further details on the Smart Profiler see deliverable D12 [3].

Additionally, useful relationships can also be given to the producers in order to help them
plan their production. The rules will be presented in form of a list together with some
statistical data, serving as background information.
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3 Methods and Tools for Realising the Trend Analyse  r

In this section we review methods and tools that are suitable to realise the functionality of the
Trend Analyser as depicted in the solution design (section 2). We also give brief sketches of
data available for trend analysis or define which types of data are necessary to perform the
services required by the system’s end users. While sections 3.1 and 3.2 focus on the colour
and material filter of the Trend Analyser, section 3.3 concentrates on association mining.

3.1 Analysing Term Distributions with Text Mining

Core functionality of the colour and material filter includes the analysis of trend-related
terminology in digitalised, trend-relevant magazines (cf. section 1.2). Occurrence and
development over time of concepts like colours, colour families, material types, or names of
architects and designers shall be analysed. New terms describing colours or surface
structures should be recognized when they appear. From a methodological point of view,
information from unstructured texts has to be extracted and processed.

This is exactly the task of text mining. Text mining refers to a bunch of techniques that aim at
deriving high quality information from texts. It usually involves the process of structuring the
input texts (parsing, linguistic pre-processing, computing and storing an index), pattern or
similarity analysis based on the index data, result presentation (e.g. visualisation), and
interpretation of the output. Typical text mining tasks include text categorization, text
clustering, information extraction, or document summarization.

In the following section we briefly sketch the nature of text information in trend-relevant
magazines. We then review some basic theoretical backgrounds, methods and technologies
that help to realise the required text mining functionality for the colour and material filter of
the Trend Analyser. In particular, we need

a theoretical distinction of terms and ontology concepts and a way to map terms and
concepts (section 3.1.2),

a way to extract the required information from input texts (section 3.1.3), and
a method for visualising the results of information extraction (section 3.1.4).

Finally, we sketch how to compose the discussed methods and technologies in the Trend
Analyser.

3.1.1 Data Analysis
The producers use different types of magazines to identify trends, ranging from design

magazines to product catalogues aiming at different target groups. The following table gives
a brief overview of available magazines and their content structure.

Page 25 of 52

AslsKnown is a project funded within
the Information Society Technologies
(IST) Priority of the Sixth Framework
Programme (FP6) of the European
Commission



D25 — Report on Analysis for Choice of Data Mining Tool

Table 3: Overview of trend-related magazines availa  ble

Magazine Description of content
[%)]
S g 2 o
2 g £ S 5 8
e 2 5 g 5 %, ©
) =) g @ °© @ T O S
= S g 3 o S S g8 8
& B @ 7 @ > = >t o
z = - ) — = < < 3
FRAME design E 6 Public, text and Reports on architecture 10 6-8
magazine premium images and interior design 3)
segment
ARBITARE  product E, I 12 designers  text, Brief product descriptions, - -
prodotti catalogue images e.g. materials, housing
report 2006 of technology
product
samples
Arbitare Interiors | 12 designers text and Reports on architecture 20 2(2)
464 design, images and interior design; short
architecture, part on product reviews
arts
Raum und Swiss G 4 public text and Reports on architecture, 13 8-10
Wohnen magazine on images portraits on designers and (2-4)
architecture, architects, additional part
habitation and on alternating topics, e.g.
design living, bath interior, neat,
kitchenware
VOGUE Fashion and G 12 public text and reports on fashion, 13 10(3)
lifestyle images beauty/health
magazine
A&W G® 6 public text and Reports on habitation, 20+ 10(3)
Architektur images lifestyle, garden,
und architecture
Wohnen
AlIT architecture, G, 12 premium text and reports on architecture 20+ 4(2)
interior, E segment images and car, material collage,
technical product and material tests,
solutions exhibitions, Design,
technical development,
extra part on different
topics, e.g. office
characters, generation
60+, personal qualities
form Industrial G, 6 designer text and Reports on different topics 7 5(3)
Design E images (showroom, patterns,
(Zeitschrift fir design week , scene, i.e.
Gestaltung) news/commentary)

% E: English, I: Italian, G: German

* format: overall length (length of text parts only)

® Summaries available in English
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3.1.2 Concepts and Terms

In knowledge representation, a concept is a (formal) representation of the meaning of some
terminological entity. Ontologies, as “explicit formal specifications of a common
conceptualisation” [8], consist of a system of concepts and (formal) relationships among
them. In contrast to a concept, a term is simply a string that occurs in some text document.
Concepts can be defined in two ways: (a) intensionally by formal descriptions that
characterise a class of objects which share certain properties, e.g. by logical compositions of
concepts and relationships in description logics, or (b), extensionally by explicitly
enumerating all objects that belong to a concept.

For text mining purposes, concepts and terms need to be linked, i.e. there must be some
explicit indication to which concept in an ontology a given term refers to. Especially for
intensionally defined concepts this is usually done by dictionaries that “translate” each given
term (even from different languages) to the corresponding concept. In that sense, the
ontology serves as a “lingua franca”. Whereas from the perspective of term maintenance
there is hardly a difference between maintaining term-concept assertions in dictionaries and
maintaining explicit term lists for concepts, intensionally defined concepts allow reasoning
over the ontology, giving much more semantic power to text mining applications. However, in
both cases linking terms to concepts requires a grouping of similar and related terms.

In linguistics, similar and related terms are often organised as lexical fields. A lexical field is
defined as a set of semantically related terms. The semantic structure of a lexical field is
induced by syntagmatic or paradigmatic sense-relations [16]. Syntagmatic relations hold
among elements that can occur in combination with each other. Paradigmatic relations hold
among intersubstitutable elements. Examples for lexical fields induced by paradigmatic
semantic relations are synonyms (absolute or partial equivalence in meaning), hyponyms
and hypernyms (sub-concepts and super-concepts), or antonymic terms (terms with contrary
meanings).

3.1.3 Language Processing and Information Extraction

Information extraction (IE, also known as message understanding) aims at extracting specific
information — such as pre-specified types of events, entities or relationships — from
unrestricted textual documents [18]. Thus it differs from information retrieval since it does not
retrieve sets of potentially relevant documents based on key-word searching but fills in pre-
structured templates with the desired information. In other words: The user receives exactly
those pieces of information he has specified, not complete documents which may contain the
desired information. The extracted pieces of information can be used for different purposes,
e.g. trend analysis, text summarization, document comparison, or simply for accessing
specific information.

From a process point of view, the flow of tasks includes the following major steps [6]:

1. Linguistic pre-processing, including tokenization, morphological analysis (e.g. part of
speech tagging) and semantic analysis (word sense tagging).

Definition of patterns and templates, i.e. specifying the desired target information.

Scanning documents, i.e. relevant information (according to some measure of
relevance or pattern of desired information) is extracted and stored in a database.

Part of speech tagging is the process of annotating natural language texts with syntactic,
linguistic information depending on the context the words appear in — an important step for
any kind of natural language processing and understanding. Tagging methodology can be
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broadly categorized as qualitative and quantitative methods [28]: Qualitative approaches
deterministically decide a word’s part of speech by using grammatical and lexical rules that
are matched against the context of the considered word. Quantitative approaches are
statistical analysis methods which determine a word’s part of speech by considering the
overall likelihood of a set of random variables with associated probabilities. Similar methods
are applied for word sense tagging where terms that occur in text documents are annotated
with entities that describe the meaning of the words, e.g. concepts from a given ontology.
Sense disambiguation is an important feature of word sense taggers.

Rule-based approaches for information extraction are useful if resources (dictionaries,
ontologies) and skilled rule-writers are available, or training data is scarce. In contrast,
trainable approaches are useful in the contrary situation. In the following, we describe two
rule-based approaches.

A rule-based extraction method based on domain-spec ific knowledge models

The first approach is based on a knowledge base of extensional definitions of domain-
specific concepts [5]. It can be pragmatically and quickly adjusted to different domains,
languages and personal interests of the analyst. Conceptually, the approach does not
separate between conceptual definitions (language-independent knowledge) and dictionaries
(language-dependent terms) for the sake of simplicity. It has been designed for text mining
users who quickly want to define “ad-hoc” interest profiles.

Basic modelling elements for knowledge are domain-specific concepts, i.e. term sets that
describe lexical fields (rather than a set of synonym terms), e.g. material = (glass,

fabric, wood) ; terms in the defining term set may be weighted to express the degree of
membership to the concept. Syntactic concept patterns are defined by concepts and
attached grammatical rules; attribute-value-pairs are concepts that may be assigned with
value attributes (e.g. “size is 20 mz ").

A target schema (template) of concepts, concept patterns and attribute-value pairs may then
be defined which is finally filled in by the scanning mechanism. The scanning algorithm uses
a set of regular expressions which constitute a partial grammar and the semantics of the
modelling elements. For each given text document it then computes a degree of matching of
that document with the template, leading to so-called “activation tables” for a considered
collection of documents.

CLaRK — An XML-based system for natural language pr  ocessing

The second technology is CLaRK [20][21][22][23], an XML-based system for natural
language processing. It incorporates several technologies:

XML technology,

Unicode,

Regular Cascade Grammars,

Constraints over XML Documents.
On the basis of these technologies the following tools are implemented: XML Editor, Unicode
Tokenizer, Sorting tool, Removing and Extracting tool, Concordancer, XSLT tool, Cascaded

Regular Grammar tool, etc. The system is implemented in Java and it is freely available at
the project site®.

® http://www.bultreebank.org/clark/index.html
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XML DTD considers the content of each text element as a whole string; the XML Schema
introduces a set of data types and regular expressions, which can impose constraints over
the textual nodes in an XML document. From the point of view of corpora development the
textual nodes usually are considered as a list of textual elements, such as word forms,
punctuation and other tokens. In order to provide possibility for imposing constraints over the
textual node and to segment them in meaningful way, the CLaRK System supports a user-
defined hierarchy of tokenizers . At the very basic level the user can define a tokenizer in
terms of a set of token types. In this basic tokenizer each token type is defined by a set of
UNICODE symbols. Above basic level tokenizers, the user can define other tokenizers, for
which the token types are defined as regular expressions over the tokens of some other
tokenizer, the so called parent tokenizer. For each tokenizer an alphabetical order over the
token types is defined. This order is used for operations like comparison between two tokens,
sorting and similar.

The regular grammars are the basic mechanism for linguistic processing of the content of
an XML document within the system. The regular grammar processor applies a set of rules
over the content of some elements in the document and incorporates the categories of the
rules back in the document as XML mark-up. The content is processed before the application
of the grammar rules in the following way: textual nodes are tokenized with respect to some
appropriate tokenizer, the element nodes are textualized on the basis of XPath expressions
that determine the important information about the element. The recognized word is
substituted by a new XML mark-up, which can or can not contain the word.

The constraints that are implemented in the CLaRK System are generally based on the
XPath language. XPath expressions are used to determine some data within one or several
XML documents and thus to evaluate some predicates over the data. Generally, there are
two modes of using a constraint. In the first mode the constraint is used for validity check,
similar to the validity check, which is based on DTD or XML schema. In the second mode,
the constraint is used to support the change of the document in order it to satisfy the
constraint. The constraints in the CLaRK system are defined in the following way:

(Selector, Condition, Event, Action)

where the selector defines to which node(s) in the document the constraint is applicable; the
condition defines the state of the document when the constraint is applied. The condition is
stated as an XPath expression, which is evaluated with respect to each node, selected by
the selector. If the evaluation result is approving (a non-empty list of nodes, a non-empty
string, the true Boolean value, or a positive number), then the constraint is applied; the event
defines when this constraint is checked for application. Such events can be: selection of a
menu item, pressing of key shortcut, some editing command as enter a child or a parent and
similar; the action defines the way of the actual application of the constraint. There are three
types of constraints, implemented in the system: regular expression constraints, number
restriction constraints, value restriction constraints.

A macro language implemented in the CLaRK system helps to describe the settings of the
tools. On the basis of these descriptions (called queries) a tool can be applied only by
pointing to a certain description record. Each query contains the states of all settings and
options which the corresponding tool has. In other words, each query has all the necessary
information for applying the tool without any additional information or user interaction.

For user convenience and debugging purposes the queries themselves are represented in
XML format. Within the system they can be treated like ordinary XML documents having their
names and DTD assignments. For each kind of queries there is a special DTD included in
the distribution package of the system. There the user can see the required structure for an
XML document to serve as a query.
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Each of the basic processors described so far works over a document and the result of this
work is saved in the same document, or a new document is created.

Once having this kind of queries there is a special tool for combining and applying them in
groups (macros). During application the queries are executed successively and the result
from an application is an input for the next one. The final result is given by the last query
application.

For a better control on the process of applying several queries in one we introduce several
conditional operators. These operators can determine the next query for application
depending on certain conditions. When a condition for such an operator is satisfied, the
execution continues from a location defined in the operator. The mechanism for addressing
queries is based on user defined labels. When a condition is not satisfied the operator is
ignored and the process continues from the position following the operator. In this way
constructions like IF-THEN-ELSE and WHILE-DO easily can be expressed.

Each macro defined in the system can have its own query and can be incorporated in
another macro. In this way some limited form of subroutine can be implemented.

3.1.4 Visualising Term Distributions

Modelling and visualising term distributions and term contexts has attracted interest in
research fields such as information retrieval, linguistics, and web-based communities. Early
concepts of visual information access systems followed the idea of displaying the frequency
distribution and density of query terms in documents by grey-scaled bar charts [10] or of
computing cluster maps of documents and semantically related terms [4][12][15].

Heringer [11] has introduced a technique where lexical fields are automatically computed by
a context analysis of certain keywords. A degree of affinity is determined by measuring the
contextual ‘closeness’ of terms to the keyword. The resulting lexical fields can be graphically
presented as stars where the context words are circularly arranged around the keyword. The
distance of each satellite to the keyword reflects the degree of affinity.

Figure 14: Tag cloud of popular tags on the del.ici  0.us Website  (size reflects popularity)

While Heringer’s idea focuses on the notion of term affinity, another recent approach tackles
the issue of term frequency: In the Web 2.0 community the concept of tag clouds has
become popular. Tag clouds (also known as word clouds) visualise the frequency of tags that
appear on a website [26]. More frequently used tags are emphasised by larger fonts or other

" http://del.icio.us/tag/
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ways of graphical highlighting. Figure 14 presents a tag cloud of popular tags on a specific
website®.

3.1.5 Method and Tool Selection for AsilsKknown

In order to realise the text analysis features of the Trend Analyser we have selected and
developed, respectively, the following set of methods and tools.

Distinction between terms and concepts

The idea of term context stars as introduced in section 2.1.2 distinguishes between terms
and concepts. As part of the knowledge model, concepts have a direct connection with
AslsKnown’s domain ontology. They constitute relatively stable knowledge of the domain.
Terminology trends in fast moving industries, in contrast, are rather dynamic, a priori
unknown, and evolving from the active use of these terms, concept combinations and
expressions. From the viewpoint of knowledge engineering, such concept drifts thus cannot
be modelled in advance. On contrary, it is rather interesting to detect the terminological
development (cf. section 1.2) and to match it with known concept models. Thus, we have
decided to model just the relatively stable “anchors”, i.e. concepts like basic colours,
materials, or structures. Dynamic, fluctuating terminology is then rather detected by text
mining technology. While reasoning can then be applied to detect these concepts in a given
corpus, terminological attributes can only be extracted by applying structural (grammatical)
rules and patterns. This is then a matter of language processing and term extraction.

Term extraction

Basically, both methods presented in section 3.1.3 would be appropriate here. The rule-
based extraction method based on domain-specific knowledge models as introduced in [5]
provides a quick and pragmatic method for knowledge modelling and designing extraction
rules. From the viewpoint of implementation it would need to be extended to extract
attributing terms of a given concept. This is basically a matter of adapting some methods of
the algorithm while the conceptual design could still apply. However, the approach it is not
directly linked with an ontology and would thus lack reasoning capabilities and produce
additional modelling effort for cross-language or multi-language applications. While linking
concept definitions to an ontology-based knowledge base would be possible, we have
decided to use the CLaRK method which brings along all the necessary methods and tools
for rule-modelling, language-adjustments and ontology links. Linguistic resources are
available for Bulgarian; other language resources can be added. We will use the CLaRK
tools within Aslsknown Project in two tasks:

(1) Pre-processing of the trend corpus (articles from magazines), including part of speech
tagging, chunk grammars, semantic annotation; and for

(2) searching of patterns for the text mining functionality.

Visualising term context stars

Having extracted the necessary term and concept information from the text corpus, the final
task is to visualise the extraction results. The notion of term context stars as introduced in
section 2.1.2 is basically a mixture of Heringer's star visualisation idea for lexical fields and
the keyword-scaling of tag clouds (cf. section 3.1.4). Its visualisation metaphor helps users to
recognise dominant concepts and term attributes in a text corpus. Moreover, different term

8 A tool for computing simple word clouds can be found here: http:/www.iconinteractive.com/tools/wordcloud/
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context stars of the same concept can easily be compared regarding frequencies of concepts
and drift of term attributes. The visualisation functionality can be implemented using standard
graphical programming libraries. Complex layout algorithms (spring embedding or other
graph drawing techniques) are not necessary®.

3.2 Analysing Colour Distributions in Images

Another functional requirement for the colour and material filter is the ability to analyse the
colours or tonal values used in images from digitalised, trend-relevant magazines (cf. section
1.2). From the perspective of computer image analysis, a field of technology which deals with
the quantitative or qualitative characterization of two-dimensional (2D) or three-dimensional
(3D) digital images, this task is relatively simple. Given a digital image, the distribution of
colours or tonal values has to be extracted from the image file (bitmap or compressed
format) and appropriately visualised. This section deals with methods for visualising such
colour histograms.

There are several API's for image analysis available, mainly written in C++ or Java. One of
these API's is ImageJ™. ImageJ is a public domain image processing program written in
Java. It was developed by Wayne Rasband at the National Institutes of Health, Bethesda,
Maryland, USA.

ImageJ can be run either online as an applet or offline as a downloadable application. It has
a modular architecture that provides extensibility via Java plug-ins. ImageJ can display, edit,
analyse, process, save and print different bit- formats (8-bit, 16-bit, ...) and various file
formats, including tiff, png, jpeg and gif.

The analysis functionality includes calculation and displaying of 2D - histograms of (see
Figure 8, page 19). The x-axis represents the possible colour of the image, whereas the y-
axis shows the number of pixels found for each of the colour values. The user can easily see
which colour values dominate the picture. In addition the total pixel count is also calculated
and displayed, as well as the mean, modal, minimum and maximum colour value.

An additional plug-in allows calculating and displaying 3D-histogramms™ (see Figure 8,
pagel9). This plug-in support different colour spaces, such as RGB, YUV, HSB and HSV.
The colours can be shown independent or weighted by there frequency. In the first case the
colour distribution and in the second case the histogram of the image (see Figure 18) is
displayed. The colour space is partitioned into equally spaced cubes, so called colour cells.
Each cell is represented by a coloured sphere with a volume proportional to its frequency.

Figure 15: Colour distribution independent and weig hted by there frequency

° The sample term context stars in section 2.1.2 have been visualised with MindManager software.

10 http://rsb.info.nih.gov/ij/index.html

™ www. f4.fhtw-berlin.de/~barthel/ImageJ/Colorinspector/help.htm
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3.3 Detecting Association Rules

The core functionality of the association miner is the analysis of the ordering and click data
stored in the AslsKnown data warehouse (cf. section 1.2). Frequent product combinations
that consumers buy and like to try out before they buy are addressed by this component.
This kind of analysis refers to a market basket analysis in the area of data mining.

The goal of data mining is to search for patterns in large volumes of data. Before starting the
analysis, some pre-processing steps have to be performed. Figure 16 shows the steps of a
data mining process, starting with the raw data. The process can be iterative and some of
these steps may be revisited multiple times.

Data selection: This step includes selecting a set of data or focusing on a subset of
variables on which the mining should be performed.

Data pre-processing: This step combines cleaning and transformation of the target
data. Noise data as well as outliers are removed, inconsistencies are identified and
resolved. The transformation steps include normalisation and aggregation of the data
values as these things contribute to the success of the applied mining method.

Applying appropriate data mining methods: Now the data mining methods can be
applied to search for interesting patterns. This step also involves the visualisation of
extracted patterns.

Interpretation of mined patterns: At last the discovered patterns are evaluated. It
might be useful to iterate the preceding steps again for an improved mining result.

Figure 16: Steps of the data mining process [7]

According to Fayyad [19] data mining tasks can be classified into

descriptive and
predictive tasks.

Descriptive tasks characterise the general properties of the data within the database.
Functionalities for this kind of tasks therefore support the user by looking for certain
structures and pulling out patterns. Predictive tasks perform inferences on the given data to
make predictions such as the best product pitch to a customer. The patterns we want to find
in the context of AslsKnown can be assigned to the class of descriptive tasks.

Dependency analysis aims at the identification of dependencies between attributes in a set of
items. Here different methods can be applied. If direction and a causal relationship between
attributes are already known, regression methods, Bayesian network or decision trees can
be applied. If no causal relationships are known, as in the context of AslsKknown, association
analysis or correlation analysis is used.
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3.3.1 Data Analysis

While in the report on requirements analysis the availability of ordering data has been
approved in general, up to now the schema of available data is not stable. Moreover, there is
no click or user tracking data available at this point in the project. Thus, this section is not
only an analysis of data available but gives requirements on the type of data which needs to
be available for performing useful combination analyses.

Based on requirements for an analysis of the ordering and click data as stated in [1] (p 19)
and [2], as well as sample associations which are interesting to producers®?, different types
of associations were derived (see appendix A.1). As a result it turned out that the data must
include characteristics on product groups and customer properties to meet the requirements.
These characteristics include predefined product groups as well as some geographical and
personal information about the customers to distinguish between customer groups. In
summary the data should have the following structure:

Table 4: Data structure of the data in the AslsKknow n data warehouse

Entity  Products and product category Order Customer

- category the product belongs to, such as sofa, chair, table ordering date name

Q

® product name and product number delivery date place of living
2 colour and material delivery address country of living
[%)]

% £ measurements such as width, length and height discount age

2c

% @ price level (low price segment or premium price segment) total price gender

%_ further characteristics of the products such as special number of ordered

% treatments (fireproof, ...) products

N

shipping company

3.3.2 Association Mining

Association mining is a method to discover which items co-occur frequently within a data-set.
A typical example is the market basket analysis. In this process customer buying habits are
analysed by finding associations between different items that customers place in their
“shopping baskets” [9].

Association rules are implications of the form
X Y, ie AU..UA, BjU..UB,
where A (i1 {1, ..., m}) and B;(jT {1, ..., m}) are attribute-value pairs
The rule is interpreted as
“database tuples which satisfy the condition X are also likely to satisfy the conditions Y.

If a producer, for instance, would like to determine which products are likely to be purchased
together, the appropriate rule would be like the following:

buys(customer, “sofa”) buys(customer, “easy chair”)

12 formulated e.g. by carpeting producer Vorwerk
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Such associations, once found, can help the producers understand their customers and as a
result help them to develop appropriate marketing strategies and cross selling methods.

A data mining system for association rules can generate thousands of patterns and rules
from a given data set, but only a small fraction would actually be of interest to any given user.
On the one hand some rules would not be meaningful for a specific domain, and on the other
hand some rules would be common knowledge to domain experts. To determine whether a
discovered association is interesting and worth to think further two measures can be applied:

The support reflects the usefulness of a rule and is computed as P(X E Y), hence it
represents the percentage of attribute-value pairs in the data containing X E Y.

The confidence of an association rule reflects the certainty. This is taken to be the
conditional probability P(Y|X), the percentage of attribute-value pairs in the data that
contain X also contain Y.

If an association rule satisfies both, a minimum support threshold and a minimum
confidence threshold, the rule is called strong and considered as interesting [9]. Such
thresholds have to be set by a domain expert and are just hints to potentially interesting
rules. The domain expert still has to decide if a rule is new to him or if it represents common
domain knowledge.

Though it is helpful in many cases to determine strong association rules for a set of data, this
approach can be misleading. For example we want to analyse 10000 buying transactions.
6000 of the customer buying transactions include a coffee table, 7500 of the transactions
include a cooker, and 4000 transactions include both, a coffee table as well as a cooker.
Suppose the data mining program detects the following strong association rule (given
minimum support is set to 30% and minimum confidence is set to 60%):

buys(customer, “coffee table”) buys(customer, “cooker”)
[support = 40%, confidence= 66%]

Since support and confidence satisfy the minimum support as well as the minimum
confidence, this rule is a strong association rule and the program will therefore present it to
the user. Nevertheless this rule is misleading because the probability of purchasing a cooker
is 75% which is even larger than 66%. Actually the purchase of a coffee table decreases the
likelihood of purchasing a cooker. Without being aware of this phenomenon one can make
unwise decisions based on the rule as derived.

To identify these deceiving rules we have to look in which way X and Y are correlated.
Therefore the ratio between the independent and dependent occurrence of X and Y is
computed as

P(XEY)

Corfyy ———————
" P(X)xP(Y)

If the computed value is smaller than 1, the items X and Y are negatively correlated and
hence the support and confidence values are misleading. If the value is greater than 1, X and
Y are positively correlated and the occurrence of X implies the occurrence of Y. The
correlation is called the lift of the association rule, since the occurrence of X increases or
“lifts” the likelihood of the occurrence of Y by the computed correlation value [9].

The fact that support and confidence might determine misleading association rules forms the
basis for mining of rules that identify correlations (correlation analysis). A correlation rule is of
the form

{i1, i, ..., Im } where the occurrences of the items {iy, i, ..., I } are correlated.
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It is still important to note that correlation does not imply causation. It indicates the strength
and direction of a linear relationship between two variables, but does not mean that one thing
causes the other. Determining whether there is an actual cause and effect relationship
requires further and individual investigation through the expert.

3.3.3 Tools for Association Mining

In this section we will shortly present three different data mining tools as possible candidates
to realise the association mining component of the Trend Analyser. InfoZoom is an
information visualisation system. Weka and DBMiner System are typical data mining tools
using the support-confidence approach (cf. 3.3.2 ) to evaluate association rules.

InfoZoom

InfoZoom is a flexible visual data mining tool, for individual and ad hoc analysis of huge data
amounts. The tool presents the data clearly arranged and helps the user to get an overview
of the data and its values. InfoZoom [13] [14] was developed at Fraunhofer-FIT. In 1998 the
spin-off company humanIT was founded to market InfoZoom. The tool is further developed in
cooperation with Fraunhofer-FIT.

InfoZoom displays the data in form of tables similar to database relations (see Figure 11),
thus InfoZoom works with flat data formats. The attributes are represented in rows, its values
as columns. Different visualisation forms of the data in InfoZoom enable the user to
interactively explore the presented data. In this way, the user gets a feeling of the data,
detects interesting knowledge, and gains a deep understanding of the data set [24]. The user
can access the data in that way and depth as it is necessary and required for her working
context. Animated zoom into interesting areas of the data table as well as the possibility to
define functions support the user in her task.

The compressed view (see Figure 12) reduces the column width until all objects fit to the
screen. Thereby neighbouring cells with identical values are combined into one larger cell.
The width of this cell then represents the number of objects with this value. If one cell is too
small to display the numeric value, a horizontal line is displayed instead. Its relative height
indicates the value. Additionally the user can define formulas on the attributes, for example
the sum, or derive attributes such as the maximum or the average. Correlations can be
detected by sorting according to different attributes and by zooming into interesting areas of
the table [24],[25].

Weka

Weka [27] was developed at the University of Waikato in New Zealand. The name Weka
stands for “Waikato Environment for Knowledge Analysis”. The program is written in Java
and distributed under the terms of the GNU General Public License.

The Weka workbench is a collection of state-of-the-art machine learning algorithms and data
pre-processing tools. It includes methods for several standard data mining tools such as
regression, classification, clustering, association rule mining and attribute selection. Since we
would like to detect association rules, we will shortly describe this part of Weka.

Weka implements three different algorithms to determine association rules, but does not
provide any method to evaluate the resulting rules. Hence the user cannot determine how
relevant the detected associations are. The rules are presented in form of a list (see Figure
17). The number before the arrow reflects the number of instances for which the antecedent
is true, the number after the arrow is the number of instances in which the consequent is true
as well. The confidence is displayed in parentheses.
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Figure 17: Resulting association rules in Weka

DBMiner System

DB miner has been developed by Dr. Jiawei Han and his research team for the purpose of
interactive mining of multiple-level knowledge in large relational databases. Han is professor
of databases and data mining at the University of lllinois at Urbana-Champaign and manager
of the company DBMiner Technology Inc. *3, which markets the system. DBMiner is a partner
of the Microsoft Data Warehousing Alliance, and has close collaborations with Microsoft,
IBM, HP and Boeing.

The system implements a wide spectrum of data mining functions, including generalisation,
characterisation, association, classification, and prediction. Different forms of visualisations
are provided to display the results of association mining:

In the spreadsheet rule form all rules within the support and confidence thresholds,
defined by the user, are listed (see Figure 18).

The bar chart form (see Figure 19) visualises the support and confidence value of
each rule. The height of a bar represents the support, the higher the bar, the greater
the support. Whereas the color of a bar represents the confidence. Red coloured
bars indicate rules having the most confidence. Each association rule consists of a
rule body (LHS) and a rule head (RHS) represented by the labelled axes. By placing
the cursor over a particular bar, the rule is shown in text form.

The ball graph form represents interesting rules as nodes and arrows. A node
represents a frequent data item (i.e. satisfying minimum support). The volume of such
a ball represents the support value (the bigger the ball the higher the support). An
arrow between two nodes indicates the rule implication between these two items. An
arrow is only displayed when the support of a rule is not less than the minimum
support for the participating items, and the confidence of the rule is satisfied. The text
form of a rule is shown when the cursor is placed over an arrow between the nodes.

'3 http://www.dbminer.com/index.html
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Figure 18: Association rules presented in form of a spreadsheet [9]

Figure 19: Association rules presented in a bar cha  rt[9]

Figure 20: Association rules presented in a ballgr  aph [9]
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3.3.4 Method and Tool Selection for Aslsknown

InfoZoom turns out to be the appropriate candidate for realising the association mining
functionality for several reasons. InfoZoom combines the required functionality on the one
hand with the flexibility necessary for domain experts on the other hand.

It provides the user with individual views on the data values and different interaction
possibilities. Depending on the working context and the arising questions the user can
access the relevant data and perform individual analysis. The user can look at the whole
data at a glance as well as exploring a specific part of the data in detail.

Many other data mining tools (see for example 3.3.3) search for correlations in the data
automatically. They test a lot more combinations of attributes than the expert user can do
manually. However it is important to explore and understand the data being analysed since
this is the first step before one is able to ask the right questions and any data mining method
can be applied in an appropriate way. In particular, it is often necessary to define the right
derived attributes before the data mining method can be applied in an appropriate way.

The producers need reliable information about consumer buying behaviours, this is more
important than getting many association rules, generated automatically.

The information need from the producers is driven by the wish to better understand their
consumer’s behaviour. Since they have to be able to react to new trends and plan their
production according to these trends. They cannot specify precisely where to find the
information and which attributes have to be analysed to lead a search. According to Meadow
[17], who distinguishes four different types of search the producer’s information interest can
be related to the search type “exploring the database”. This type of search can be rather
supported through interaction with the data.

Using InfoZoom within AsisKnown and provided then the data available in the data
warehouse the experts can derive a set of correlations among variables in the data. Since
correlations do not imply a causal relationship between the variables (cf. 3.3.2), the expert
will have to check the usefulness of the correlations and verify meaningful causal
relationships based on the statistical tests offered.

In summary, our approach includes the following steps:

i. Expert user derives correlations among variables in the data with Trend Analyser.

ii. Expert user checks usefulness of correlations and verifies meaningful causal
relationships.

iii. Expert user formulates rules (thus implying a causal relationship between the
variables) and enters them into the Smart Profiler’s rule editor.

Each attribute within the data warehouse will be linked to the Aslsknown ontology to provide
semantic annotation.
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4 Architecture

The Trend Analyser will consist of three basic system components and additional data
resources (Figure 21). Visualisation and user interaction is done by the Trend Analyser

User Interface . The Ul will be embedded in a Web portal, using technologies such as Java
Applets, Java Server Pages, and HTML. The Trend Analyser Web Service bundles all
functionality for text and data mining as well as image analysis. It is responsible for data
management, data selection, basic text and data mining, and image analysis. In order to
offer text mining functionality, the Trend Analyser Web Service uses a Text Processing

Web Service which offers services for linguistically and semantically processing text-based
data. Thus, re-usable mining and visualisation functionality is clearly separated from
language-dependent text processing services.

In addition to the Aslsknown ontology and the data warehouse which contains ordering and
user tracking data, the Trend Analyser needs additional data stores and linguistic resources:
In the magazine articles database the (unstructured) full text documents are stored in PDF
files, preserving the original article layout. The corpus , on the other hand, is a cache of
magazine articles that are linguistically pre-processed and semantically annotated. As for the
linguistic resources, chunk grammars are partial grammars based on regular expressions;
these grammars contain rules for detecting grammatical patterns (e.g. nominal or verbal
phrases) in each of the supported languages. The dictionaries link terms from origin
languages of the text corpus to concepts of the ontology.

Data

Warehouse
(HTML, Java Applets, JSP)

Trend Analyser

Trend Analyser

(annotated documents, XML) User Interface (fulltext documents, images, PDF)
] Magazine
Articles
SOAP/HTTP
Text Processing | SOAP/HTTP | Trend Analyser | |
Web Service Web Service

r s A

un . . .
Grammar Dictionaries

Figure 21: Architecture of the Trend Analyser

Page 40 of 52

AslsKnown is a project funded within
the Information Society Technologies
(IST) Priority of the Sixth Framework
Programme (FP6) of the European
Commission



D25 — Report on Analysis for Choice of Data Mining Tool

In the following, we describe the individual tasks and process flow of the two central web
services of the Trend Analyser. Basically, interaction and tasks of these two services can be
separated in two phases, i.e. pre-processing (offline phase) and query phase (online phase).

The goal of the offline phase is to linguistically and semantically process a bunch of articles
and to store them in the corpus so that queries against articles can be processed instantly
and quickly at run-time of the system.

As a first pre-processing step, the Trend Analyser Web Service converts articles from the
magazine database into HTML, giving the documents some layout tags. HTML is the
accepted input format of the Text Processing Web Service. The Trend Analyser Web Service
sends an upload request to the Text Processing Web Service. It hands over a collection of
articles which will be pre-processed by the Text Processing Web Service. The latter first
converts the HTML documents to XML documents, annotating the articles with some logical
layout information. The second step is a linguistic pre-processing in which documents are
tokenized and annotated with part-of-speech-tags. Moreover, surely applicable rules of the
language-dependent chunk grammar are applied (ambiguous rules can only be applied at
query-time). In the semantic pre-processing step, terms from the text documents are
annotated with matching concepts from the ontology, using the mappings in the respective
dictionary. As far as possible, this step also includes disambiguation. Finally, the linguistically
pre-processed and semantically annotated documents are stored in a database, called
corpus.

Text Processing Web Service Trend Analyser Web Service
Magazine
Articles
Conversion
PDF to HTML

upload

Conversion
HTML to XML

\\/
Linguistic
Preprocessing
]
Semantic
Preprocessing

—

Figure 22: Process flow in offline phase

In the online phase , so-called “queries” will be matched against the corpus, i.e. based on
target concepts (like colours, materials, or patterns) and rules, the matching context of the
occurrences of target concepts will be extracted and processed. The following basic steps
are performed:

< During concept selection, the user is guided to select interesting concepts from the
ontology. Concepts will be named in the chosen language of the user. The user
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interaction that is necessary for the selection will be guided by the Trend Analyser
User Interface which communicates with the Trend Analyser Web Service. Mapping
of terms and concepts and navigation in the concept space will be supported by the
Trend Analyser Web Service.

e Having identified the target concepts, the Text Processing Web Service uses the
target concepts and a library with patterns from a chunk grammar that are attached to
the target concept in order to identify matching patterns and fill in the context
variables with extracted terms. If, for example, the target concept is “carpet”, which is
a sub-concept of “floor covering”, and there is a pattern <nominal phrase>* <target
term> attached to “floor covering” then this step will deliver a list of all nominal
phrases that occur in the given formal context of the target concept that is given in a
text as the target term.

« Finally, the Trend Analyser Web Service will receive the list of context terms of the
target concepts from the query and compute term context stars to be visualised by
the Trend Analyser User Interface.

Text Processing Web Service Trend Analyser Web Service

Concept Selection
query

target concepts, articles, contexts

Identification of
matching patterns

and filling of
context variables

result

list of context terms of
target concepts

Computation of

Context Stars

Figure 23: Process flow in online phase
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5 Summary and Next Steps

In this deliverable we have reported on the solution design for the Trend Analyser and
reviewed available data as well as methods and tools that are suitable for realising the
required functionality. In the next subsection we sketch how the Trend Analyser meets the
scientific and technological objectives of Aslsknown. We also show that the solution design
is inline with the system requirements according to the requirements and functional
specification. Finally, we give a basic outline of the implementation plan for the first prototype
of the Trend Analyser.

5.1 Innovation

From a general perspective, the Trend Analyser as sketched in sections 2, 3, and 4 brings
together semantic-based data and text mining functionality in an easy-to-use portal, helping
designers and trade specialists in the home textile industry to systematically analyse
industry-related data that may indicate new trends. Thus, the Trend Analyser provides core
functionality for an integrated knowledge flow system. As a consequence, knowledge
available in the home textile industry may be used in an integrative fashion and production
planning can be done on a much better decision basis than in the current context of
subdivided data stores.

The Trend Analyser helps to create new knowledge from existing data. While it is based on a
system that already contains knowledge in form of ontologies, it is also flexible and
knowledge-extending since it can systematically collect data from semantically annotated
multimedia sources (text, images™* and structured databases) in order to help expert users to
enhance and extend knowledge already known to the system (e.g. by adding rules to the
Smart Profiler or extending terminological knowledge in the AsIsknown ontologies).
Reasoning services help the Trend Analyser to find new information related to known
concepts, e.g. by inference-based text segment selection.

From a methodical perspective, the visualisation approach of term-context-stars has been
developed as a new text mining functionality that helps to detect concept drifts in large text
corpora. Mining approaches are about to be extended with ontology-based reasoning
mechanisms. Finally, methods from text and data mining are introduced and tested in a new
application domain.

From a technical perspective, the Trend Analyser builds upon existing standards such as
XML, OWL-DL, WSDL for WebServices, and Corpus Encoding Standards (CES) as well as
formats of the Text Encoding Initiative (TEI) for linguistic annotation. The architecture of the
system is based on flexible semantic web services and ontologies, turning the Trend
Analyser into a Semantic Web application.

5.2 Realisation of Use Cases

In deliverable D4, which reports on AsliskKnown’s functional specification [2], it has been
shown that the general business model (trusted third party), user group specification, and
use cases of the Trend Analyser meet the demands specified in the requirements
specification [1]. Changes regarding the service description have been depicted in section
1.1 and 1.2. In this section we show that the use cases described in [2] can be performed
with the solution design worked out in section 2.

* |Images can be annotated manually or based in text fragments surrounding an image.
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Table 5: Realisation of use cases in the solution d

esign

Use Case according to D4 [2] (No, Title)

Realisation

3.3.1.1 Import click data (user tracking ) into Relevant attributes for analysis will be selected from data
Trend Analyser warehouse (cf. 2.2.1)
3.3.1.2. Expert user performs general Trend Expert user derives correlations among variables using
Analysis for industrial sector association miner (cf. 2.2.2)
3.3.1.3 Trend formalisation in rule editor Expert user formulates identified associations as rules
into Smart Profiler (cf. 2.3 and 3.3.4)
3.3.1.4  Producer places an order for trend Producer/designer/marketing staff use interactive Ul to
analysis with trusted third party perform analysis of magazines prepared by trusted 3"
party (cf. 2.1)
3.3.1.5 Expert user performs individual trend Producer/designer/marketing staff use interactive Ul to
analysis for producer perform analysis of magazines prepared by trusted 3"
party (cf. 2.1)
3.3.1.6  Expert user defines new term concepts Term context stars will give suggestions for new
within multimedia ontology terminology which may be defined as concepts (cf. 2.1.2
and 3.1.5)
3.3.1.7  Expert user presents analysis results to Section 2.3 describes which analysis results are delivered

producer

to whom. According to section 1.1 the functionality for

early trend validation shall not be realised.

5.3 Implementation Plan

As planned in the DoW, a first prototype of the knowledge creation part of the Trend
Analyser, i.e. explorative text and data mining functionality, has to be completed in month 16
(end of July 2007). Table 6 sketches the basic work plan, i.e. tasks, available time frames for
completing them, and the main partner contributing to each major implementation step.

The basic outline of the implementation plan is to start with the text mining functionality of the
Trend Analyser’s colour and material filter. Having initiated that development, a second line
of implementation will focus on the association analysis functionality. These steps include
both, web services and user interface development. As for the escalation of complexity of the
tackled functionality, more simple text mining patterns (i.e. given target concepts like colours
and materials) will be realised in the first prototype. Only in the second prototype more
complex patterns (like architect or designer names, company or product names) will be
treated. Also, image analysis in the colour and material filter will be part of the second
prototype.
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Table 6: Work plan for implementing the first proto

type of the Trend Analyser

December "06
January "07
February "07
March "07

April'07
May 07
June 07
July "07

Specify Web Services
and their interfaces

<<

31.01

R, PP
Develop text mining
functionality of Trend
Analyser

Develop basic
association analysis

Develop language
processing web service

Prepare text data sample
in HTML

@22.12

e

Develop sure part of @31 03
language processing T

e
Develop adaptive part of
language processing

Testing

Hand-crafted annotation
of test corpus

First performance
measurement of text
mining

First prototype of
knowledge creation
part

“¥30.06
O
Y3107
O

@31.05

e

@30.04

rTipp

@31.07

O
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A Appendix
A.1 Types of Associations

The following sections present questions that are interesting to producers or that may help to
support the point of sales. Examples for answers in form of correlations are given as well as
the appropriate association rule.

Notation: Customer 1 B means, that B 1 |, where | ={iy,iz,...Im} is @ set of items and each i is
an attribute value-pair.

A.1.1 What type of customer buys what?

Correlation Group B buys product group V (in 36 % of the considered
example: cases)

Whereas group B for instance

- middle aged customer
- lives agrarian area
- single

Rule structure: | customeri B buys (customer, V)

[support = 10%, confidence = 36 %]

Of all customers registered in the database 15% (support) are
a customer of customer group B and have bought product
group V. There ist 36% certainty (confidence) that a customer
of that group will buy product group V.

Remarks: There might be another rule for group B where

customer T B buys(customer,W) [support = 8% , confidence
= 15%]. Additional formal constraints have to be clarified.

Data required: - Predefined product groups

- Data from which we can derive customer groups, e.g.
age
family status
area of living (urban or agrarian)

A.1.2 What type of customer buys which products in combination?

Correlation Group A often orders (in 30% of the considered cases) product
example: group X together with product group Y

Whereas group A for instance

- young customer, age about 20-30
- lives in urban area
- in Germany

Rule structure: | customer1 A buys(customer, X) Ubuys (customer, Y)

[support = 12%, confidence = 30%]
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Al1.3

A.2 Combination of products of different price rang

Of all customers registered in the database 12% (support) are
a customer of customer group A and have bought product
group X and product group Y. There ist 36% certainty
(confidence) that a customer of that group will buy product
group X and Y.

Remark:

There might be another rule for group A, where
customerT A  buys(customer, X) U buys(customer,Z)
[support = 9%, confidence = 20%)]

Additional formal constraints have to be clarified

Data required:

- Predefined product groups
- Data from which we can derive customer groups, e.g.
age
family status
social class
area of living (urban or agrarian)

What kinds of products are bought together?

Correlation
example:

Product group X is bought together with product group Y (in
40% of the considered cases)

Rule structure:

Prob (buys(customer, X) Ubuys(customer, Y)) = 0.4

Example: A Curtain of company ADO is combined with “Modena” carpet
of Vorwerk
Remarks: There might be another rule where in 25% of the considered

cases product group X is bought together with product group Z.

Formally Prob (X U Z) = 0.25. Additional formal constraints
have to be clarified.

Data required:

- Predefined product groups

es

Correlation
example:

Product group X with price level P is often combined (in 60% of
the considered cases) with product group Y from price level b

Rule structure:

Prob(buys(customer, X) Ubuys(customer, Y)
U pricelevel(X)= p U pricelevel(Y) = p’)=0.6

where p, p’1 {low, medium, premium}

Example: A cheap curtain is combined with an expensive high quality
carpet.
Remarks: There might be another rule where in 0.2% of the considered

cases product group X with pricelevel p is combinend with
product group Z  with " Formally

pricelevel p”.
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Prob(buys(customer, X) Ubuys(customer, Z)
U pricelevel(X)=p U pricelevel(Z) = p”)=0.2.
Additional formal constraints have to be clarified.

Data required: - Predefined product groups
- Predefined price level

A.2.1 What are customers looking at before they decide to buy a certain product?

Correlation Group C often orders (in 26% of the considered cases) product
example: group X, after looking at product group Z.

Whereas group C for instance

- Middle aged customer
- living in France

Rule structure: | customer 1 C UlookAt(customer,Z)  buys(customer, X)

[support = 6%, confidence = 26%]

Of all customers registered in the database 6% (support) are a
customer of customer group C, have looked at product group Z
and have bought product group X. There ist 26% certainty
(confidence) that a customer of that group, which have looked
at product group Z will buy product group X.

Remarks: There might be another rule for group C, where
customer 1 C UlookAt(customer,Y)  buys(customer, X)
[support = 8%, confidence = 17%)]

Additional formal constraints have to be clarified

Data required: - Predefined product groups
- Data from which we can derive customer groups, e.g.
age
family status
social class
area of living (urban or agrarian)

A.2.2 What product combinations do the customers like to test out?

Correlation Group D often samples (in 45% of the considered cases)
example: product group X in combination with product group Y

Whereas group D for instance

- male customer
- from Germany
- aged about 40-50

Rule structure: | customer1 D  testOut(customer, X) UtestOut (customer, Y)
[support =7%, confidence = 45%)]

Of all customers registered in the database 7% (support) are a
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customer of customer group D, test out product group X and
product group Y.

There ist 45% certainty (confidence) that a customer of that
group, will test out the combination of product group X and
product group Y.

Remarks: There might be another rule for Group D where
customer1 D testOut(customer, X) UtestOut (customer, Z)
[support =5%, confidence = 20%]

Additional formal constraints have to be clarified

Data required: - Predefined product groups
- Data from which we can derive customer groups, e.g.
age
family status
social class
area of living (urban or agrarian)

A.3 Fact reports derived from analysis of ordering data warehouse

In order to be complete, these examples for reporting have been found to be interesting for
the producers. However, during this project we are concentrating on the realisation of
association mining functionality. Queries related to pure database reporting are easy to
realise using the AslsKknown data warehouse.

A.3.1 What amounts are ordered?

Fact example: | Product group W is ordered 200 times.
Fact structure: | ordered(W) = 200
A.3.2 Who lays the carpet?

Fact example: | Carpets are mainly (in 75% of the considered cases) laid by a
special company rather than by the individual customer.

Fact structure: | Prob(Lays(Z)="special company”)=0.75

A.3.3 In which room does the customer want to use the carpet?

Fact example: | Product group U is mainly (in 80% of the considered cases)
used in room X (= living room, bedroom,...)

Fact structure: | Prob(used(U) = u)= 0.8 where u 1 {living room, bedroom, hall,

staircase}
Example: Carpets are mainly used for bedrooms
Remarks: There might be another rule where in 0.15 of the considered

cases product group U is used for halls.
Formally Prob(used(U) = u’)=0.15
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A.4 Sample of fashion magazine article
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